
Metascience for ML 2026

LLM 
evaluation of 

NeurIPS 
submissions

David M.J. Tax



The BSc research question

• What is the use of Large Language Models in reviewing 
papers? 

• Use NeurIPS 2024 
papers, the 
NeurIPS paper  
checklist, and manual 
annotation 

• Five BSc students  
focussed on different 
aspects
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NeurIPS checklist
• Claims 
• Limitations 
• Theory, assumptions, proofs 
• Experimental reproducibility 
• Open access to data and code 
• Experimental setting/details 
• Statistical significance 
• Compute resource 
• Code of ethics 
• Broader impact 
• Safeguards 
• Licenses 
• Assets 
• Crowdsourcing and research with human subjects 
• Declaration of LLM usage
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The five questions

A. How well can an LLM distinguish between empirical 
and theoretical papers? Or answer all items in the 
checklist? 

B. How well can an LLM extract the scientific claims made 
in a paper?  

C. How well can the limitations (as described in the 
paper) be detected? 

D. How well can an LLM judge the reproducibility of a 
paper? 

E. How well can an LMM assess the experimental 
statistical significance of the results?
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The datasets and models

• Around 80 papers, 5 annotators 
• For some subsequent questions (‘How well can implicit 

limitations be detected?’), subsets of the papers are 
annotated (like 30) 

• For checking claims, an adverserial dataset is created 
• For checking reproducibility, an alternative dataset is 

used (the Machine Learning Reproducibility Challenge) 

• LLM: Gemini 3.0 Flash
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Some results

• To distinguish between empirical-theoretical-hybrid is 
easy (all correct). Easy. 

• To determine the 16 checklist items, depends on how 
explicit the definition is: 
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Figure 2: LLM Accuracy on NeurIPS Checklist - Complete Dataset

As illustrated in Figure 2, the model’s accuracy varies significantly depending on the na-
ture of the checklist item. As shown, the items where the LLM achieves the highest accuracy,
such as claims, experimental_setting_details, experimental_result_reproducibility,
and theory_assumptions_and_proofs, are exactly the most important features neces-
sary for the high-level classification task. These checklist questions are inherently eas-
ier for the model to spot because they are typically concentrated in dedicated, highly
structured sections of the papers (e.g., an "Experiments" or "Theoretical Framework" sec-
tion). As for certain checklist items such as experiment_statistical_significance and
experiments_compute_resources we observed that the accuracy for these questions is af-
fected by a limitation regarding the LLM. The specific section for these questions were
occasionally found in the supplementary material, as this is a separate downloadable file the
LLM does not have access to it, which results in the LLM answering with "no"

On the other hand, performance drops significantly below our Target Reliability thresh-
old of 0.85 on compliance and more open-ended checklist items, falling to approximately 0.65
for broader_impacts and reaching its lowest point of 0.47 for licenses_for_existing_assets.
When accounting for class imbalance using Macro-F1 scores as shown in Appendix C.2 this
performance drop is even more pronounced.

A qualitative analysis of these errors shows a behavioral trend: the LLM heavily relies
on clear structural indicators. For instance, on questions regarding broader_impacts, the
model often generated a "no" response simply because the paper lacked a dedicated section
header titled "Broader Impacts." Human annotators marked these items as "yes" because
the authors discussed potential societal e!ects throughout the paper. This reveals a critical
limitation in the model’s reading comprehension; while it excels at extracting questions
containing dedicated structural indicators , it struggles to integrate meaning and apply
deeper contextual reasoning when tracking themes that appear across di!erent parts of a
paper.
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How well are claims detected?

• 75% of the 168 LLM- 
extracted claims are  
correct 

• Some claims were statements 
from Methods, Experiments, 
Results sections 

• Also some 
‘oversegmentation’ 
happens
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Figure 2 shows the average coverage depth for each paper. Coverage depth measures
how many LLM-extracted claims were mapped to each human claim. Higher values indicate
greater redundancy.

Figure 2: Average Claim Coverage per Paper

The qualitative analysis revealed a di!erence between how humans and the LLM in-
terpreted scientific contributions. Human annotations tended to focus on what a paper
contributed, combining the proposed method with its e!ect in a single claim. On the other
hand, the model focused more on how the contribution was achieved. It often separated
implementation details, method components, and descriptive properties into distinct claims.
As a result, the LLM-extracted claim sets were more granular than the human-annotated
ones.

Another important pattern was that papers with more clearly structured contribution
lists near the end of the introduction produced lower redundancy. When contributions were
written into the introduction text instead of as a bullet list at the end, the model was
more likely to split them into overlapping claims. This suggests that explicit contribution
statements improve the consistency of automated claim extraction.

Overall, the results show that the LLM can very reliably identify the primary claims
presented in research papers. It achieved almost full coverage of human-identified claims.
The main limitation was over-segmentation rather than claim omission. However, for the
purpose of automated peer review, this may be preferable, even though it would introduce
additional processing requirements.

5.3 Hallucination Analysis

The second sub-question examines whether the LLM preserves the original semantic mean-
ing of claims without introducing hallucinations. To evaluate this, each extracted claim
was manually inspected and assigned to one of three categories: correct extraction, wrong
location, or misclassification. Figure 3 summarizes the results.
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Figure 3: Claim Error Classification Analysis

Of the 168 LLM-extracted claims, 126 (75.0%) were classified as "correct". These claims
accurately reflected the statements made by authors in the abstract or introduction and
preserved their original meaning. Commonly, the model followed the original text quite
closely, even sometimes quoting some of the original wording. Those claims were also la-
beled correctly as either a contribution, property, result, or comparison. Another 23 claims
(13.7%) were classified as a "wrong location" error. These were not hallucinations as per
the definition, as the extracted information was present in other later sections of the pa-
per. However, the model retrieved statements from sections such as Methods, Experiments,
or Results, thus not following the provided definition of a claim in the prompt. One of
these cases can be considered a partial hallucination, as the model explicitly stated that the
extracted sentence was from the Introduction, when in reality it appeared in the Results
section. The remaining 19 claims (11.3%) were classified as misclassifications. The extracted
text was correctly from the location the model claimed, but they also did not satisfy the
definition of a scientific claim. Instead, the model extracted background information, de-
scriptions or definitions, despite those being in the exclusion criteria of the prompt. These
errors correspond to failures in claim identification and not hallucinated content.

Overall, the results indicate that hallucination was not a significant issue during the
automated claim extraction. The model consistently used the paper for its output. Most
errors were due to violations of exclusion criteria or incorrect application of the definition of
a claim. This suggests that the main challenge is not factual accuracy but accurate prompt
adherence.

5.4 Checklist Alignment with Human Judgment

The third sub-question investigates whether the LLM’s checklist annotations align with the
human annotators’ judgment. To evaluate this, the checklist responses generated by the
model were compared to the manually-assigned labels. Agreement was measured both with
accuracy and Cohen’s Kappa. While accuracy shows the proportion of matching labels,
Cohen’s Kappa accounts for agreement that may occur by chance. Table 2 presents the
per-question results and Figure 4 visualizes them.
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Can limitations be detected?

• From the 137 ground  
truth limitations, 174 
were detected 
(oversegmentation) 

• The explicit section 
‘Limitations’ from the 
paper is used.
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all punctuation, and remove extra whitespace.

2. Word Intersection: Instead of checking for a
100% perfect sentence match, our script checks for
overlapping words between the two text sets.

We chose this exact matching approach over stan-
dard evaluation metrics like ROUGE [4] or BLEU [7]
because our task requires verifying factual, verbatim
quotes rather than evaluating creative text generation.
This strategy lets us accurately sort outputs into true
matches, complete omissions, or hallucinations. Cru-
cially, it allows us to automatically flag “di!erently chun-
ked” lines so the model isn’t unfairly penalized for minor
boundary discrepancies.

5 Experiments
This section details the empirical evaluation environment
and presents the quantitative performance results across
two of our core research questions.

5.1 Experimental Setup

Evaluation Corpus: Our dataset consists of a curated
evaluation corpus of n = 78 peer-reviewed research pa-
pers accepted to the NeurIPS main conference track.

Execution Environment: The pipeline was de-
veloped in Python 3.9 using the PyMuPDF library
for structural document trimming, querying the
gemini-3-flash-preview engine. To ensure determin-
istic outputs and guarantee experimental reproducibility,
the model’s temperature parameter was explicitly set to
0.0.

5.2 RQ1: Explicit Auditing Results

To answer our first research question regarding the
model’s ability to explicitly audit NeurIPS submissions,
we evaluated the pipeline’s performance across two di-
mensions: macro-level section detection and micro-level
textual extraction precision, along with an analysis of
formatting variances.

Binary Section Detection and Textual Extraction

At the macro-level, the model’s ability to determine
whether a paper explicitly contained a limitations sec-
tion was highly robust. Evaluated against the human
ground truth across the 78-paper dataset, the multi-
modal pipeline achieved a perfect section detection ac-
curacy of 100.0%. It successfully identified all 48 papers
containing a limitations section (100.0% Recall) and cor-
rectly dismissed the 30 papers without one, producing
zero hallucinations (100.0% Precision). Furthermore, out

of the 48 positive detections, the model extracted the ex-
act section header name correctly in 46 instances (95.8%
accuracy). These metrics demonstrate that the model
can successfully navigate complex, multi-column scien-
tific layouts and reliably identify structural compliance
directly from the document layout.

In Figure 1, the LLM extraction performance is shown.
The recall is 0.89, correctly extracting 106 true positive
limitations and missing only 13 explicit limitations (False
Negatives) out of the 137 total ground truth limitations.
When the model did omit a limitation, qualitative review
showed it was typically because the authors buried the
constraint deep within an unrelated paragraph or used
implicit phrasing rather than formal limitation framing.

Figure 1: Confusion matrix detailing the micro-level per-
formance metrics for textual limitation extraction, in-
cluding true positives, omissions (false negatives), and
hallucinations (false positives).

Conversely, Extraction Precision su!ered (0.68) due
to a significant tendency to over-extract. The evalu-
ation script identified 50 False Positives (hallucinated
extractions). A manual review of these False Positives
revealed a clear behavioral pattern: the LLM consis-
tently conflates proposed future work or minor system
artifacts with formal limitations. For example, in one
paper, the model extracted “Human-level dexterity, even
in simulation, remains challenging”—a generalized state-
ment of future di"culty rather than a strict constraint of
the proposed method. Despite explicit prompt instruc-
tions to ignore future work, the model’s high sensitiv-
ity to “limitation-adjacent” rhetoric causes it to aggres-
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Can limitations be detected?

• Then the explicit section 
‘Limitations’ is removed 
from the paper.  

• From the 17 ground  
truth limitations, 16 
were detected 

• Hmmm
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Figure 3: Confusion matrix mapping the textual limi-
tation extraction performance on the 30-paper implicit
auditing corpus (Total Ground Truth: 17 vs. Total LLM
Extracted: 16).

noticeable decline compared to the explicit auditing task.
The pipeline achieved an Extraction Recall of 0.71 and
an Extraction Precision of 0.69.

The structural distribution of these extraction errors
is illustrated in the confusion matrix in Figure 3. Out of
a total of 17 ground truth limitations across this corpus,
the model successfully isolated the semantic core of 12 in-
stances, split between 8 exact matches and 4 di!erently
chunked segments. However, the model su!ered from a
notable vulnerability to critical omissions, racking up 5
False Negatives (Missed claims) alongside 5 False Posi-
tives (Hallucinated/Extra extractions).

The drop in recall indicates that the model struggles
to surface constraints when they are buried within dense,
unstructured paragraphs. For example, in one paper, hu-
man annotators identified a hardware constraint located
deep in the Appendix (“Note that we were not able to
collect results for DAVINZ... due to hardware limita-
tions”). The LLM entirely missed this statement, likely
because it was visually and structurally isolated from the
main concluding remarks and lacked explicit limitation
framing.

Similarly, the Extraction Precision of 0.69 reflects a
challenge with over-extraction and false positives. With-
out a rigid section boundary to act as a contextual
guardrail, the LLM is significantly more susceptible to
misinterpreting general experimental observations as for-

mal limitations. For instance, in a paper which contained
no formal limitations according to the ground truth, the
model hallucinated an extraction by pulling a standard
result-reporting sentence: “However, Causal CPC does
not outperform other models in short-term forecasting,
a consistent limitation across experiments.” This demon-
strates that while the model remains highly sensitive to
negative performance phrasing, its zero-shot reasoning
is prone to conflating standard evaluation metrics with
explicitly acknowledged systemic weaknesses.

The Challenge of Implicit Framing and Segmen-
tation

This behavioral instability becomes clear when analyz-
ing the extraction volume on a paper-by-paper basis, as
plotted in Figure 4. The model perfectly aligned with
the ground truth count across the vast majority of the
30 documents, especially in identifying papers with zero
limitations. However, systemic tracking errors emerge
in documents with denser text profiles. In Paper 8 and
Paper 28, the LLM omitted valid items, while in Pa-
per 3 and Paper 30, it over-extracted, culminating in a
granularity mismatch in Paper 30, where it predicted 3
limitations against a ground truth of 2.

The absence of a standardized limitations section also
amplifies the segmentation variances observed in RQ1.
When authors lack a dedicated section, they frequently
aggregate multiple implicit limitations into complex,
flowing narratives. When the LLM attempts to extract
these, it often struggles to determine the correct syntac-
tic boundaries of the claim.

A prime example of this chunking discrepancy oc-
curred in one paper where human annotators separated
the authors’ constraints into two distinct, numbered lim-
itation statements (focusing on simplified structures vs.
task settings). The LLM, however, extracted the en-
tire introductory clause alongside both points as a single,
massive block of text: “Although we have made e!orts
in understanding ICL, there are still some limitations in
our analysis: (1) our work primarily focuses on... (2) for
more tasks...”.

These occurrences rea"rm that LLM-based auditing
systems must account for granular mismatch, especially
in unstructured text. While the semantic core of the
limitation is successfully retrieved from the depths of the
paper, the model’s propensity to either over-segment or
merge multi-part implicit constraints necessitates the use
of flexible text-matching criteria rather than strict binary
string comparisons.
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Reproducibility

• 30 adverserial test cases where non-valid repository links 
were introduced, compute resources were not 
mentioned, but where model specifications were correct 

• Also asked evidence for the answer

10
(a) Open Access (No Warning) (b) Open Access (Warning)

(c) Compute Resources (No Warning) (d) Compute Resources (Warning)

(e) Exp. Settings (No Warning) (f) Exp. Settings (Warning)

Figure 4: Comparison of LLM evidence extraction sources across evaluated conditions. The left column displays baseline
extraction relying heavily on author checklists, while the right column demonstrates the impact of explicitly prompting the
model to distrust author answers.

fail!



More results

• Prompt for statistical significance: 

• This resulted in 
many false 
negatives 
(‘too strict’, 
according to the 
students) 

• A looser prompt 
was created
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Answer:

Justification:

Guidelines:

• The answer NA means that the core method development in this research does not
involve LLMs as any important, original, or non-standard components.

• Please refer to our LLM policy in the NeurIPS handbook for what should or should not
be described.

B Prompts

B.1 Prompt 1

You are an expert peer reviewer for the NeurIPS conference. You will be provided with a submitted
paper and must answer the following question using one of the following values only: "yes", "no",
or "na".

You should also provide a brief justification for your answer. In the justification, explicitly
refer to the relevant section(s) of the paper that support your assessment. Your judgment must be
based solely on information explicitly stated in the PDF.

Question Does the paper report error bars suitably and correctly define them, or provide other
appropriate information regarding the statistical significance of the experiments?

Guidelines

• The answer "na" should be used if the paper does not include experiments.

• The answer "yes" should be given if the reported results include error bars, confidence
intervals, or statistical significance tests, at least for the experiments supporting the main
claims of the paper.

• The factors of variability captured by the error bars should be clearly specified (e.g., train/test
split, initialization, random parameter sampling, or complete experimental runs under fixed
conditions).

• The method used to calculate the error bars should be explained (e.g., analytical formula,
library implementation, bootstrap procedure, etc.).

• Any assumptions underlying the calculations should be stated (e.g., normally distributed
errors).

• It should be clearly indicated whether the reported error bars correspond to the standard
deviation or the standard error of the mean.

• Reporting one-standard-deviation (1ω) error bars is acceptable, provided this is explicitly
stated. Preferably, authors should report two-standard-deviation (2ω) error bars rather than
claim a 96% confidence interval when the normality assumption has not been verified.

• For asymmetric distributions, authors should avoid presenting symmetric error bars in figures
or tables when doing so could produce impossible values (e.g., negative error rates).

• If error bars are reported in figures or tables, the main text should explain how they were
computed and explicitly reference the relevant figures or tables.
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Statistical significance

• More lenient prompt: 

• “Encouraged a more 
holistic evaluation 
of the paper and 
reduced the  
tendency of the 
model to classify 
papers as non- 
compliant.”
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B.3 Prompt 3

You are assessing a NeurIPS submission. You will be provided with a paper and must determine
whether the paper reports error bars, confidence intervals, statistical significance tests, or other
appropriate measures of experimental uncertainty. Make a best-e!ort judgment based solely on the
evidence presented in the paper. Do not require perfect reporting. If the paper provides meaningful
uncertainty estimates for the main experimental results, answer "yes" even if some methodological
details are missing.

Question Does the paper report error bars suitably and correctly define them, or provide other
appropriate information regarding the statistical significance of the experiments?

Decision Rules

• Answer "na" if the paper contains no experiments.

• Answer "yes" if the paper reports error bars, confidence intervals, statistical significance
tests, results across multiple runs, or other reasonable measures of uncertainty for the main
experimental claims.

• Answer "yes" even if assumptions, formulas, or implementation details are not fully de-
scribed.

• Answer "no" only when there is little or no evidence that experimental uncertainty or sta-
tistical significance information has been reported.

Helpful Indicators The following are useful indicators but should not be treated as strict
requirements:

• Error bars in figures or tables.

• Confidence intervals.

• Statistical significance tests.

• Standard deviations or standard errors.

• Results reported across multiple random seeds or experimental runs.

• Discussion of variability, robustness, or uncertainty.

Output Format The response must strictly follow the following JSON format:

{

"Experiment_Statistical_Significance": "",

"Justification": ""

}

Removed Line The line that was removed from this prompt is the following: "When evidence is
ambiguous, prefer ’yes’ over ’no’ if there is any reasonable indication that uncertainty, variability,
or statistical significance was reported." This line proved to make the LLM too lenient in its
evaluation.
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Some quotes

• “These observations suggest that the current limitations 
of the model arise less from retrieving information and 
more from interpreting scientific context.” 

• “In a paper which contained no formal limitations 
according to the ground truth, the model hallucinated an 
extraction by pulling a standard result-reporting sentence 
…” 

• “…performance decreases for more subjective criteria 
that require interpretation or external context.”
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Obvious conclusions

• If it is explicitly in the text (claims, proofs, conclusions) it 
is easily found 

• Internal consistency, correctness of reasoning, logic, 
broader limitations are much, much worse.
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Less obvious conclusion

• Classic review process
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🙁🙂

📃 📃

Author Reviewer

submit



Less obvious conclusion

• Classic review process
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🙁🙂

📃 📃

Author Reviewer

review
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🙁

📃 📃

Author Reviewer

🙁
review

• Classic review process



Influence of LLM

• Modern review process
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🙁🙂

📃 📃

Author Reviewer



Influence of LLM
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🙁🙁

📃 📃

Author Reviewer

• Modern review process



Influence of LLM
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😕

📃 📃

Author Reviewer

😶

• Modern review process



Influence of LLM
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😐

📃 📃

Author Reviewer

😶

• Modern review process



Future?
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😐

📃 📃

Author Reviewer

😶

• Not so far future? What is there in for ‘us’?



Question of conscience

• Do you add a ‘list of contributions’, or list of ‘research 
questions’ to the introduction section of your paper? 

• How many of you do teach students to do this? 

• Why?
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Good use of LLM

• Solution?
24

🧐

🙂

📃 📃

Author Reviewer



Conclusions

• The real issue: 
•  

Detecting the consistency/logic/limitations/… as written 
in the paper 

  vs 
detecting the real consistency/logic/limitations/… in the 

paper 

• People/researchers themselves start behaving as LLMs, 
and forget to think
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